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Abstract

The majority of transactions in housing market involve moving from one house to another.

This process entails a listing (putting up for sale) of an existing house and the eventual purchase

of another house. Existing models of the housing market have focused solely on buying and

selling decisions, taking moving from the current house as exogenous. This paper builds a model

to analyse moving house and presents two empirical observations to show the importance of

understanding moving decisions. The model generates new dynamics relative to the case of

exogenous moving where movers would simply be a random sample of homeowners. Endogenous

moving means that those who move come from the bottom of the match quality distribution,

which gives rise to a cleansing effect and leads to overshooting of housing-market variables.
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1 Introduction

The majority of transactions in the housing market involve moving from one house to another.

This process entails a listing (putting up for sale) of an existing house, and the eventual purchase

of another house. These are not independent decisions. However, existing models of the housing

market, motivated by the available data on sales volumes, prices, and time-to-sell, have focused solely

on buying and selling decisions, taking moving from an existing home as exogenous. This paper

presents two empirical observations that show the importance of understanding moving decisions

and builds a model suitable to analyse moving house.

Using data for existing single-family homes from the National Association of Realtors (NAR),

Figure 1 plots time series for sales volume and the fall in inventories.1 Sales, listings, and inventories

are connected by a stock-flow accounting relationship. Sales represent outflows from, and listings

(putting houses up for sale) represent inflows to, the stock of inventories. Figure 1 clearly shows

that the fall in inventories does not track well the sales series, indicating that changes in inflows

into inventories are an important feature of the housing market.

A measure of listings (inflows) can be derived from the stock-flow accounting identity. The

deseasonalized quarterly series for the period 1989–2013 is plotted in Figure 2 alongside sales volume,

inventories, and time-to-sell, defined as the inverse of the selling rate derived from the sales and

inventories data.2 The decade from 1995 to 2004 is noteworthy as a period of booming activity in

the housing market. Two stylized facts emerge during those years: only half of the increase in sales

volume can be accounted for by the fact that houses are selling faster; and the stock of houses for sale

increases in spite of the rise in the selling rate. Both observations suggest that the decision to move

house, which determines the listings series, is important in understanding the overall behaviour of

the housing market during that period. Note that the data exclude newly constructed houses, so a

boom in construction does not itself explain the rise in inventories.

It is apparent from the data in Figure 2 that there are significant changes over time in the rate

at which houses come on to the market. The data thus reject the typical assumption of a constant

inflow rate (the graph shows the volume of inflows, but since inventories are small relative to the

total stock of houses, the graph for the inflow rate would be similar). To explain variation in the

inflow rate it is necessary to have a model where moving is endogenous, or in other words, a model

that explains how long people choose to remain in the same house.

Moving is made endogenous through a comparison of current match quality to potential match

quality, taking account of the costs incurred during the process of moving. Match quality refers to the

idiosyncratic values homeowners attach to the house they live in. This match quality is a persistent

variable subject to occasional idiosyncratic shocks, representing life events such as changing jobs,

marriage, divorce, and having children.3 These shocks degrade existing match quality, following

1NAR provides monthly estimates of sales and inventories of homes for sale at the end of each month. These
data are for existing homes, covering single-family homes and condominiums. The methodology and recent data
are available at http://www.realtor.org/research-and-statistics/housing-statistics. The data for single-
family homes represent about 90% of total sales of existing homes.

2The construction of these series is discussed further in section 2.
3These are the main reasons for moving according to the American Housing Survey.
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Figure 1: Sales and the decrease in inventories

Notes: Monthly data, seasonally adjusted, converted to quarterly series. The decrease in inventories
(the change in inventories multiplied by minus one) is plotted because this would perfectly co-move
with the sales series in the absence of fluctuations in inflows.
Source: National Association of Realtors

which homeowners decide whether to move. Eventually, after sufficiently many shocks, current

match quality falls below a ‘moving threshold’ that triggers moving. The moving threshold is an

equilibrium object that depends on housing-market conditions, such as the range of houses available

and the costs of moving.

The modelling of the buying and selling process is close to the existing literature. There are

search frictions in the sense that time is needed to view houses, and viewings are needed to know

what idiosyncratic match quality would be. Buyers and sellers face transaction costs and search

costs. There is a ‘transaction threshold’ for match quality above which a buyer and a seller agree

to a sale.

The housing-market equilibrium is characterized by the moving threshold and the transaction

threshold, which respectively determine the inflows to and outflows from the stock of houses for

sale. The model has a steady state where inflows are equal to outflows.

The comparative statics of the model provide a way of understanding the behaviour of the

housing market seen in Figure 2 between 1995 and 2004. That period featured a number of widely

noted developments in the U.S. which have implications for moving decisions according to the
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Figure 2: Housing market activity

Notes: Series are logarithmic differences from the initial data point. Monthly data (January 1989–
June 2013), seasonally adjusted, converted to quarterly series.
Source: National Association of Realtors

model. To name a few of these: the decline in mortgage rates,4 the post-95 surge in productivity

growth (Jorgenson, Ho and Stiroh, 2005), and the rise of internet-based property search. These

developments can be represented in the model by changing parameters, and their implications are

consistent with the stylized facts not only for listings but also for sales volume and inventories, in

contrast to a model where moving is exogenous.

The intuition for these results can be understood using the inflow-outflow diagram depicted

Figure 3. The stock of houses for sale is on the horizontal axis. There is an upward-sloping line

representing outflows and a downward-sloping line representing inflows. The slopes of these lines are

the outflow and inflow rates. In an exogenous moving model, the inflow rate is constant. Supposing

that the three developments imply a rise in the sales rate, the outflow curve pivots to the left. The

volume of sales increases, but only in proportion to the rise in the sales rate, and this increase in

volume is too small relative to the data. Furthermore, the higher sales rate implies the equilibrium

stock of houses for sale would fall, while the data show the opposite. On the other hand, the

endogenous moving model implies the three developments would also increase the inflow rate. In

the diagram, that pivots the inflows line to the right. This reinforces the rise in sales volume and

4Interest rates on 30-year conventional mortgages declined from 9.15% at the beginning of this period to 5.75%
at the end of the period.
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can reverse the fall in the stock of houses for sale.

Figure 3: Inflows–outflows diagram
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Notes: The inflows and outflows lines are drawn for given inflow and outflow rates. The intersection
is the steady-state equilibrium of the model.

The rise in the inflow rate following these developments works through an increase in the moving

threshold predicted by the model. Lower mortgage rates, interpreted as a fall in the rate at which

future payoffs are discounted, create an incentive to invest in improving match quality because the

capitalized cost of moving is reduced. An increase in productivity growth raises income and increases

the demand for housing, which increases the marginal return to higher match quality. Finally, the

adoption of internet technology reduces search frictions, making it cheaper to find a better match.

All three developments thus imply a higher moving threshold and lead to more frequent moving.

The moving decision also leads to new transitional dynamics that are absent from models that

impose exogenous moving. Endogenous moving means that those who choose to move are not a

random sample of the existing distribution of match quality: they are the homeowners who were

only moderately happy with their match quality. Endogenous moving thus gives rise to a ‘cleansing

effect’. An aggregate shock that generates a change in the moving threshold would lead to variation

in the degree of cleansing. Combined with the persistence of match quality, more cleansing now

leads to less cleansing in the future, which implies overshooting in the number of listings.

Considering an extension of the model that allows for complementarity in different households’

moving decisions generates additional variation over time in incentives to move. For example, this

could happen because the time needed for a viewing to occur is decreasing in the number of houses

on the market (a ‘meeting’ function with increasing returns to scale). In this case, homeowners

observing others moving now anticipate less moving in the future, and thus have an incentive

to bring forward their own move. This ‘pre-emption effect’ can potentially lead to oscillations in

housing-market variables. In other words, there is a tendency for bunching of activity in the housing

market.
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There is a strand of the literature (starting from Wheaton, 1990, and followed by many others)

that studies frictions in the housing market as done here using a search-and-matching model. See,

for example, Albrecht, Anderson, Smith and Vroman (2007), Caplin and Leahy (2011), Coles and

Smith (1998), Dı́az and Jerez (2012), Head, Lloyd-Ellis and Sun (2012), Krainer (2001), Ngai and

Tenreyro (2013), Novy-Marx (2009), and Piazzesi and Schneider (2009). The key contribution of

this paper to the literature is in studying the moving decision, which is exogenous in earlier papers.

An endogenous moving decision is analogous to the endogenous job separation decision intro-

duced in Mortensen and Pissarides (1994). However, the implications of endogenous separation

from matches are very different here from the implications for the labour market. In the labour

market, aggregate shocks that increase outflows from unemployment generally also reduce inflows

(for example, a positive productivity shock). Thus, endogenous separation reinforces the effect of

the shock working through outflows. In contrast, as discussed earlier, endogenous moving is likely to

lead to housing-market inflows moving in the same direction as outflows, so these two channels are

pushing in opposite directions on the stock of house for sale. Therefore, adding endogenous moving

is important not only for the model’s quantitative implications (as in the labour market), but also

for generating the correct qualitative predictions.

The modelling of the separation decision is also different here. First, in Mortensen and Pis-

sarides (1994), when a match is subject to an idiosyncratic shock, a new match quality is drawn

independently of the match quality before the shock (the stochastic process is ‘memory-less’). Here,

idiosyncratic shocks degrade match quality, but an initially higher quality match remains of a higher

quality than a low-quality match hit by the same shock (match quality is persistent). This difference

is important as it turns out that when match quality is persistent, the inflow rate is affected by

the transaction threshold as well as the moving threshold. Second, for simplicity, here only those

who receive an idiosyncratic shock make an endogenous moving decision. This allows for a more

tractable model of endogenous separation from a match, but one in which the distribution of the

quality of existing matches plays an important role.

The plan of the paper is as follows. First, section 2 elaborates on the motivation for modelling

the moving decision with regard to the key features of the data. Section 3 presents the model, and

section 4 presents the steady-state equilibrium. Section 5 studies developments in the U.S. economy

that can rationalize using the model the observed behaviour of the housing market during the period

1995–2004. Section 6 analyses the transitional dynamics of the model. Section 7 concludes.

2 Motivating evidence

The mere existence of an inventory of houses for sale together with a group of potential buyers

indicates the presence of search frictions in the housing market. There are broadly two kinds of

search frictions: the difficulty of buyers and sellers meeting each other, and the difficulty for buyers

of knowing which properties would be a good match prior to viewing them. The first friction is
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usually modelled using a meeting function.5 The second friction relates to the number of properties

that buyers would need to view before an ideal property is found. The ideal property is not easily

determined simply by knowing objective features such as the number of bedrooms. What is meant

by ideal is a good match between the idiosyncratic preferences of the buyer and the idiosyncratic

characteristics of the house for sale. This type of search friction can be modelled as a stochastic

match-specific quality that only becomes known to a buyer when a house is actually viewed. The

first friction can then be seen as an initial step in locating houses for sale that meet a given set of

objective criteria such as size, and the second friction can be seen as the time needed to view the

houses and judge the match quality between the buyer and the house.

A measure of the importance of the second friction is the average number of viewings needed

before a house can be sold. Genesove and Han (2012) report data on viewings-per-sale for the

U.S. using the ‘Profile of Buyers and Sellers’ surveys from the National Association of Realtors

(NAR) for various years from 1987 to 2007. This is plotted against the time-to-sell data in the

left panel of Figure 4. In the UK, monthly data on time-to-sell and viewings-per-sale are available

from the Hometrack ‘National Housing Survey’ from June 2001 to July 2013.6 A scatterplot of this

data is shown in the right panel of Figure 4. Both scatterplots illustrate that variation in time-to-

sell is associated with movements in viewings-per-sale in the same direction, and not simply due to

variation in the time taken to meet buyers, in other words, a meeting function alone is not sufficient.

The relationship between time-to-sell and viewings-per-sale in these two countries can also be seen

in the time series plotted in Figure 4.

The existence of multiple viewings per sale indicates that the quality of the match of a particular

house varies among potential buyers. Given an initial level of match quality when a buyer moves

in, and the plausible assumption of some persistence over time in match quality, it is natural to

think that moving is not simply exogenous: there is a comparison of what a homeowner already has

to what she might hope to gain. The main innovation of this paper is to model the homeowner’s

decision to put her house up for sale, which is absent from the earlier literature, and study its

interaction with both types of search frictions.

The existing literature has focused mainly on the decision processes of buyers and sellers that

lead to sales. This section presents evidence that shows the decision of a homeowner to put her

house up for sale is important not only for understanding the behaviour of listings per se, but also

for understanding overall housing-market activity.

A stock-flow accounting identity is a natural starting point when thinking about any market

with search frictions. Let Nt denote the inflow of houses that come on to the market during month

t, and let St denote sales (the outflow from the market) during that month. If It denotes the

beginning-of-month t inventory (or end-of-month t− 1) then the stock-flow accounting identity is:

Nt = It+1 − It + St. [2.1]

5The term ‘matching function’ is not used here because not all viewings will lead to matches.
6Hometrack data are based on a monthly survey starting in 2000. The survey is sent to estate agents and surveyors

every month. It covers all postcodes of England and Wales, with a minimum of two returns per postcode. The results
are aggregated over postcodes weighted by the housing stock.
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Figure 4: Viewings per sale and time to sell

Notes: Left panels, U.S. data, annual frequency (years in sample: 1989, 1991, 1993, 1995, 2001,
and 2003–2007); Right panels, U.K. data, monthly frequency (June 2001–July 2013). Time-to-sell is
measured in weeks.
Source: U.S. data, Genesove and Han (2012); U.K. data, Hometrack (www.hometrack.co.uk).

NAR provides monthly estimates of sales of houses during each month and inventories of houses for

sale at the end of each month for existing homes including single-family homes and condominiums.7

The focus here is on data for single-family homes, which represent 90% of total sales of existing

homes. Monthly data on sales and inventories covering the period from January 1989 to June 2013

are first deseasonalized by removing each month’s average. The monthly data are then averaged to

obtain quarterly time series, smoothing out excessive volatility owing to measurement error.

Figure 1 plots time series for the level of sales and the decrease in inventories. The decrease

in inventories is substantially different from the sales series, which indicates there is substantial

variation in inflows to the housing market.8 This implies that the moving decisions of existing

homeowners are important in understanding the housing market.9

7The methodology and data are available at http://www.realtor.org/research-and-statistics/

housing-statistics.
8Strictly speaking, the accounting identity implies St = −∆It+1 + nt(H − It), where H is the stock of existing

houses, (H − It) is the stock of occupied houses, and nt is the listing rate. Supposing that the listing rate is constant
at its average value n̄, the counterfactual decrease in inventories is St− n̄(H − It). Since It is small relative to H and
as n̄(H − It) has the same order of magnitude as St, this counterfactual series closely resembles St, so the conclusion
drawn from Figure 1 is not affected.

9The NAR data on inventories and sales are for existing homes, so newly constucted houses are excluded.
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To see how listings behave compared to other more familiar housing-market variables such as

sales and time-to-sell, a monthly listings series Nt is constructed that satisfies the accounting identity

[2.1]. A series for time-to-sell is then computed as follows. Assuming inflows Nt and outflows St

both occur uniformly within a month, the average number of houses Ut available for sale during

month t is equal to:

Ut = It +
Nt

2
− St

2
=
It + It+1

2
. [2.2]

Since the time series for inventories It is quite persistent, the measure Ut of the number of houses for

sale turns out to be highly correlated with inventories (the correlation coefficient is equal to 0.99).

Using the constructed series Ut for houses for sale, time-to-sell is defined as the ratio of the houses

on the market to sales (Ut/St).
10

Figure 2 plots listings, sales, inventories, houses for sale, and time-to-sell as differences in log

points relative to the first quarter of 1989. The housing-market crash of 2007 has been the focus of

much commentary, but Figure 2 reveals that the decade before the crisis was also a time of dramatic

change, albeit less sudden. This period was a time of high activity: houses were selling faster, more

houses were sold, and at the same time, more houses were put up for sale. A good theory of the

housing market ought to be able to account for the behaviour of activity during this period.

A closer look at the data reveals that theories focusing on the sales margin cannot account

simultaneously for the behaviour of the sales rate (the inverse of time-to-sell), the volume of sales,

and the stock of house for sale, even ignoring the behaviour of listings. More precisely, taking the

decade 1995–2004, the volume of sales rose by 54%, while time-to-sell dropped by only 29%. This

suggests only half of the rise in sales volume is accounted for by an increase in the sales rate. A

related phenomenon is that despite the rise in the sales rate, the stock of houses for sale did not

fall, and in fact increased by 25%. These facts cannot be understood through the lens of models

that focus only on the sales margin.

The time series of listings plays a key role in reconciling the behaviour of sales, time-to-sell, and

houses for sale. Between 1995 and 2004, listings rose by 53%. This accounts for the unexplained

portion of the rise in sales volume because it generated a rise in the stock of houses for sale, even

though houses were selling faster. The observation is simply that as housing-market conditions

improve, houses are selling faster (the rise in the sales rate and sales volume), but at the same time

homeowners find it attractive to move house, so more of them put their house up for sale. The

moving decision directly accounts for the rise in listings, and at the same time adds to the stock of

houses for sale, which increases sales volume further at any given sales rate.

Figure 2 has shown that the listings decision can be important not only for its own sake but also

for understanding other important housing-market variables such as sales. The next section builds

10This measure is highly correlated with the ‘months supply’ number reported by NAR, which is defined as in-
ventories divided by sales. Mean time-to-sell is 6.6 months, compared to 6.5 for ‘months supply’. Both numbers
are higher than the survey data reported in Figure 4. The estimates of time-to-sell derived from survey data are
likely to understate the actual time taken to sell because the surveys include only those sellers who have successfully
completed a sale and the proportion of sellers who withdraw from the market is substantial. See Ngai and Sheedy
(2013) for a summary of the evidence.
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a tractable model with both endogenous listings and sales.

3 The model

This section presents a search-and-matching model of the housing market that studies both the

decision of when to move for an existing homeowner, and the buying and selling decisions of those

in the market to buy a new house or sell their current house. The model focuses on the market for

existing houses.11

3.1 Houses

There is an economy with a unit continuum of families and a unit continuum of houses. Each house

is owned by one family (though families can in principle own multiple houses). Each house is either

occupied by its owning family and yields a stream of utility flow values, or is for sale on the market

while the family searches for a buyer.12 A family can occupy at most one house at any time. If all a

family’s houses are on the market for sale, the family is in the market searching for a house to buy

and occupy.

3.2 Search behaviour

The housing market is subject to two types of search frictions. First, it is time-consuming for buyers

and sellers to arrange viewings of houses. Let ut denote the measure of houses available for sale and

bt the measure of buyers. Time is continuous and denoted by t. At any instant, each buyer and

each house can have at most one viewing. Viewings follow a Poisson process with arrival rate given

by a meeting function V(ut, bt). For houses, viewings have arrival rate V(ut, bt)/ut. For buyers, the

corresponding arrival rate is V(ut, bt)/bt. During this process of search, buyers incur flow search

costs F .

Given the unit measure of houses, there are 1−ut houses that are matched in the sense of being

occupied by a family. As there is also a unit measure of families, there must be ut families not

matched with a house, and thus in the market to buy. This means the measures of buyers and

sellers are the same (bt = ut). The arrival rates of viewings for buyers and sellers are then both

equal to v(ut) = V(ut, ut)/ut. This arrival rate summarizes all that needs to be known about the

frictions in locating houses to view.13

The second aspect of the search frictions is the heterogeneity in buyer tastes and the extent to

which any given house will conform to these. As a result of this friction, not all viewings will actually

11It abstracts from new entry of homes due either to new construction or previously rented houses, and abstracts
from the entry of first-time buyers into the market.

12The model abstracts from the possibility that those trying to sell will withdraw from the market without com-
pleting a sale.

13There is no role for ‘market tightness’ (bt/ut) here.
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lead to matches.14 The idiosyncratic utility flow value of an occupied house is match specific, that

is, particular to both the house and the family occupying it. When a viewing takes place, match

quality ε is realized from a distribution with cumulative distribution function G(ε). For analytical

tractability, a Pareto distribution is chosen (with minimum value 1 and shape parameter λ):

1−G(ε) = ε−λ. [3.1]

When a viewing occurs, the value of ε that is drawn becomes common knowledge among the

buyer and the seller. The value to a family of occupying a house with match quality ε is denoted by

Ht(ε). By purchasing and occupying this house, the buyer loses the option of continuing to search.

The value of being a buyer is denoted by Bt. If the seller agrees to an offer to buy, the gain is the

transaction price, and the loss is the option value of continuing to search. The value of owning a

house for sale is denoted by Ut (‘unsatisfied owner’). Finally, the buyer and seller face a combined

transaction cost C. The total surplus resulting from a transaction is given by

Σt(ε) = Ht(ε)−Wt − C, [3.2]

where Wt = Bt + Ut denotes the combined value of being a buyer and having a house for sale. As

will be shown later, Ht(ε) is increasing in ε, so purchases will occur if match quality ε is no lower

than a threshold yt, defined by Σt(yt) = 0. This is the ‘transaction threshold’. Intuitively, given

that ε is observable to both buyer and seller and the surplus is transferable between the two, the

transactions that occur are those with positive surplus.15 The transactions threshold yt satisfies the

following equation:

Ht(yt) = Wt + C. [3.3]

The combined value Wt satisfies the Bellman equation:

rWt = −F + v(ut)

∫
yt

(Ht(ε)−Wt − C) dG(ε) + Ẇt, [3.4]

where r is the discount rate. Intuitively, the first term captures the flow costs being a buyer and

a seller, while the second term is the combined expected surplus from searching for a house and

searching for a buyer.

As discussed above, since ε is observable and surplus is transferable, a transaction occurs as long

as the total surplus is positive, independent of any specific mechanism for determining the house

price.16

14These two frictions are also present in the labour-market model of Pissarides (1985), who combines the meeting
function with match quality, where the latter is the focus of Jovanovic (1979).

15Some extra assumptions are implicit in this claim, namely that there is no memory of past actions, so refusing
an offer yields no benefit in terms of future reputation.

16A significant part of the literature on housing has focused on house prices. Various economic mechanisms have
been proposed to explain price determination. A feature of the model presented here is that the dynamics of housing-
market variables (other than prices) are independent of the specific price-setting mechanism.
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3.3 Behaviour of homeowners

Consider a homeowner with match quality ε at time t. This family receives a utility flow value of

εξ, where ξ is a variable representing the exogenous economy-wide level of housing demand. ξ is

common to all homeowners, whereas ε is match specific.

Match quality ε is a persistent variable. However, families are sometimes subject to idiosyncratic

shocks that degrade match quality. These shocks can be thought of as life events that make a house

less well suited to the family’s current circumstances. The arrival of these shocks follows a Poisson

process with arrival rate a. If a shock arrives, match quality ε is scaled down from ε to δε (δ < 1).

If no shock occurs, match quality remains unchanged.

Following the arrival of an idiosyncratic shock, a homeowner can decide whether or not to move.

But those who do not experience an idiosyncratic shock face a cost D if they decide to move. This

cost represents the ‘inertia’ of families to remain in the same house, which is in line with empirical

evidence. According to the American Housing Surveys and Surveys of English Housing, the top

reasons for moving are to be closer to schools, closer to jobs, or because of marriage or divorce. For

tractability, the model is set up so that a homeowner will always choose not to move in the absence

of an idiosyncratic shock (formally, this is done by assuming the limiting case of D → ∞).17 This

means that only those families who receive an idiosyncratic shock decide on whether to move or not.

That decision depends on all relevant variables including their own idiosyncratic match quality, and

current and expected future conditions in the housing market. The model thus allows for a moving

decision for those families most likely to consider moving, with a considerable gain in computational

tractability by not allowing for an endogenous moving decision for those not hit by an idiosyncratic

shock.

The Bellman equation for a homeowner’s value Ht(ε) is

rHt(ε) = εξ −M + a (max {Ht(δε),Wt} −Ht(ε)) + Ḣt(ε), [3.5]

which confirms the earlier claim that Ht(ε) is increasing in ε. Thus, when a shock to match quality

is received, the homeowner decides to move if match quality ε is now below a ‘moving threshold’ xt

defined by:

Ht(xt) = Wt. [3.6]

In sum, given the stock ut of houses for sale, the four equations [3.3]–[3.6] can be solved for

{xt, yt,Wt, Ht(ε)}.
17The assumption of a positive D for those who do not receive idiosyncratic shocks has no consequences for the

analysis of the steady state of the model. Furthermore, even in the analysis of the model’s dynamics, if aggregate
shocks are small in relation to the size of transaction costs then the assumption of a positive D has no consequences
for those homeowners who have not yet received an idiosyncratic shock.
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3.4 Inflows, outflows, and the stock of houses for sale

The accounting identity that connects stocks and flows is

u̇t = nt(1− ut)− stut, [3.7]

where nt is the moving rate and st is the sales rate, in the sense of the proportion of homeowners who

move, and the proportion of houses for sale that are sold. These are endogenously determined by

the moving decisions of individual homeowners and the transactions decisions of individual buyers

and sellers.

Given that sales happen when the match quality from viewings exceed the transactions threshold

yt, the sales rate st is:

st = v(ut)πt, with πt = y−λt , [3.8]

where πt is the proportion of viewings for which match quality is above the transactions threshold

yt. This term captures the second friction owing to buyers’ idiosyncratic tastes. The first friction is

captured by the viewing rate v(ut).

The moving rate nt is derived from the distribution of existing match quality among homeowners

together with the moving threshold xt. The evolution over time of the distribution of match quality

depends on the idiosyncratic shocks and moving decisions. By using the assumption of a Pareto

distribution for new match quality, the following moving rate nt can be derived:

nt = a− aδλx−λt
1− ut

∫ t

τ→−∞
e−a(1−δ

λ)(t−τ)v(uτ )uτdτ. [3.9]

This equation demonstrates that given the moving threshold xt, the moving rate nt displays history

dependence. The reason is the persistence in the distribution of match quality among existing

homeowners.

The tractability that results from the Pareto distribution assumption comes from the property

that a truncated Pareto distribution is also a Pareto distribution with the original shape parameter.

Together with the nature of the idiosyncratic shock process, this is what allows the explicit expression

[3.9] to be derived. The property of the truncated Pareto distribution is also useful for calculating

the expected surplus from searching for a new house taking into account future moving decisions

because matches receiving idiosyncratic shocks will survive only if δε > x, so the calculation involves

only an integral starting from x/δ. This integral can be easily obtained with the Pareto distribution

(εmin, λ) because its probability density function is only a function of ε/εmin.

4 The steady state of the model

The steady state is derived in two stages. First, equilibrium thresholds x and y are obtained for a

given stock u of houses for sale. The moving threshold x determines the moving rate n, and the
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transactions threshold y determines the sales rate s. These then determine the stock of houses for

sale in the steady state.

4.1 The moving and transactions thresholds

The analysis assumes a case where the idiosyncratic shock is large enough to induce a homeowner

with match quality y (a marginal homebuyer) to move, that is, δy < x. This condition holds when

the parameters of the model satisfy certain condition specified in Lemma 1 below. When δy < x, it

follows from the homeowner’s value function [3.5] that the value for a marginal homebuyer is

(r + a)H(y) = yξ + aW. [4.1]

Using equation [3.5] again, the value for a marginal homeowner (in the sense of being indifferent

between remaining a homeowner or moving) satisfies:

(r + a)H(x) = xξ + aW. [4.2]

These two values are related as follows using the definitions of the thresholds in [3.3] and [3.6]:

H(y) = H(x) + C. [4.3]

Equations [4.1]–[4.3] together imply that:

y − x =
(r + a)C

ξ
, [4.4]

which is the first equilibrium condition linking the thresholds x and y.

A second equation linking x and y is obtained by deriving the combined buyer-seller value W

as a function of the moving and transactions thresholds. First, from the definition of the moving

threshold x, equations [3.6] and [4.2] together imply that:

H(x) = W =
xξ −M

r
. [4.5]

Second, the value W can be obtained directly from the flow value equation [3.4] by computing the

surplus from a match. The expected surplus from a new match is derived as follows in the appendix:

∫
y

(H(ε)−W − C)dG(ε) =
ξ
(
y1−λ + aδλ

r+a(1−δλ)x
1−λ
)

(r + a)(λ− 1)
. [4.6]

Allowing for moving decisions means that the expected surplus of a new match depends not only

on the transactions threshold y but also on the moving threshold x. Combining this equation with

13



[3.4] and [4.5] yields the second equilibrium condition linking x and y:

x =
v(u)

(
y1−λ + aδλ

r+a(1−δλ)x
1−λ
)

(r + a)(λ− 1)
− F

ξ
. [4.7]

In sum, given u, equations [4.4] and [4.7] can be jointly solved for (x, y). Figure 5 describes the

moving and transaction thresholds with an upward sloping equation [4.4] and a downward sloping

equation [4.7]. Intuitively, the upward-sloping line ties the value of a marginal homebuyer to that

of a marginal homeowner together with the transaction cost (which is sunk for someone who has

decided to become a buyer, but not for an existing homeowner who can choose to stay). This line

is referred to as the ‘homebuyer’ curve. The downward-sloping curve ties the value of the marginal

homeowner to the expected value of becoming a buyer. This line is referred to as the ‘homeowner’

curve.

Figure 5: Determination of the moving (x) and transactions (y) thresholds

Transactions
threshold (y)

Moving
threshold (x)

Homeowner

Homebuyer

Notes: The homebuyer and homeowner curves represent equations [4.4] and [4.7] respectively.

In x−y space, these two curves pin down the equilibrium values of x and y. So if an equilibrium

exists, it must be unique. To see this more precisely, and to derive conditions for the δy < x

condition to hold, equation [4.4] is substituted into [4.7] to derive an implicit function for y:

I (y) ≡
v (u)

[
y1−λ + aδλ

r+a(1−δλ)

(
y − (r+a)C

ξ

)1−λ]
(r + a) (λ− 1)

−
(
y +

F − (r + a)C

ξ

)
= 0. [4.8]

Lemma 1 Under

I (ym) > 0 where ym ≡ max

{
(r + a)C

ξ (1− δ)
,

(
1 +

(r + a)C

ξ

)}
[4.9]
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there exists an unique equilibrium (x, y) for any given u and δy < x.

Proof Using [4.4], δy < x and y > x > 1 are equivalent to having y > ym. Given I ′ (y) < 0 and

I (y) → −∞ as y → ∞, under the assumption with I (ym) > 0, y is unique, so it follows x is also

unique given [4.4]. �

Intuitively the condition [4.9] states that the expected surplus from continuing searching is higher

than purchasing a house of quality ym. Once (x, y) are derived, value function W follows from [4.5]

and H (ε) follows from [3.5]. To complete the steady state equilibrium we next derive the steady

state level of u.

4.2 Houses for sale

Under Pareto distribution, using [3.8] the mean sales rate is

s = v (u) y−λ. [4.10]

The average time-to-sell is

Ts =
1

s
=

yλ

v (u)
. [4.11]

The derivation of the mean listing rate n is more difficult. Among the surviving matches (1− u) in

steady state, matches are different along two dimensions: (i) the duration of time (vintage) since the

match was formed, denoted by i; and (ii) the number of shocks k received since the match formed.

The mean listing rate n is computed as the inverse of the expected duration Td of staying in the

same house in the steady state — the expected tenure, which can be derived from aggregating across

all types of matches. The appendix shows that using the Pareto distribution assumption:

Td =
1

a

{
1 +

δλ

1− δλ
(y
x

)λ}
, [4.12]

so the mean listing rate n is

n =
a

1 + δλ

1−δλ
(
y
x

)λ , [4.13]

which depends on u because the thresholds depend on u. Note that the term in the denominator

can be expressed as

1 +
δλ

1− δλ
(y
x

)λ
= 1 +

(
δy

x

)λ
+

(
δ2y

x

)λ
+ . . . , [4.14]

which is equal to the sum of the conditional survival probabilities (conditional on ε > y) after

receiving k shocks from k = 0, . . .. When no shocks have been received, the match is of quality

y > x, so the survival probability is 1. After k shocks, the conditional survival probability is
(
δky
x

)λ
.
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It is important to note that the moving and transaction thresholds depend on u only because

the viewing rate depend on u. Thus it follows that if the meeting function has constant returns to

scale (CRS), the viewing rate v is independent of u, the thresholds are independent of u, and both

inflow and outflow rates are independent of u, and the steady state u is unique.

Lemma 2 Under a CRS meeting function, there is a unique steady state

u =
n

s+ n
,

where s and n are endogenously determined by the parameters of the model.

Proof Observe from equation [4.8] that y is independent of u when the meeting rate v is indepen-

dent of u. It follows from [4.4] that x is also independent of u, thus [3.8] and [4.13] imply both the

outflow rate s and inflow rate n are independent of u. Thus u is unique. �

To focus on pure role of the endogenous moving decision, the case of a CRS meeting function is

considered first, with analysis of other types of meeting function postponed until section 6.

In the steady state the mean number of house for sale is constant and satisfies

n (1− u) = su, [4.15]

where both the mean listing rate and the mean sales rate are constants, which depend on the

steady-state values of x, y, u.

4.3 Steady state equilibrium

With the CRS meeting function, the equilibrium values (x, y, u) are summarized in two figures.

Figure 3 describes inflows N (u) = (1− u)n and outflows S (u) = us, where the inflow and outflow

rates are given in [4.13]-[4.10] and found using Figure 5. The horizontal axis is u and the vertical

axis is value of N (u) and S (u) . The inflow curve is downward sloping and the outflow curve is a

straight line through the origin with slope s. Together they deliver steady state u. All comparative

statics can be done using these two figures.

4.4 Exogenous moving model

The general model embeds the exogenous moving model as a special case with δ = 0. In this case

any homeowner will move house after an idiosyncratic shock because the match quality will drop

to zero. Thus the listing rate is the same as the exogenous arrival rate of the idiosyncratic shock a.

The transactions threshold solves the same implicit function under δ = 0:

lim
δ−→0

I (y) ≡ vy1−λ

(r + a) (λ− 1)
−
(
y +

F − (r + a)C

ξ

)
= 0, [4.16]
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where the first term is the expected surplus of a new match when future moving occurs at an

exogenous arrival rate a. Thus it only changes the effective discount rate to (a+ r) and vy1−λ

λ−1 is the

expected flow surplus from a new match. The inflow rate n is simply a whereas the outflow rate s

is the same as in [4.10]. The inflows-outflows diagram in Figure 3 for the exogenous moving model

is similar to before except that the inflow curve N (u) is fixed with a slope equal to −a. This is

a crucial difference between the two models in terms of understanding the behaviour of sales and

houses for sale. In the next section, it is argued that endogenous movements of the inflow curve

are essential to understand the behaviour of housing-market variables during the 1995–2004 period

discussed earlier.

4.5 The importance of transaction costs

In the special case of zero transactions costs, the model has the surprising feature that its steady-

state equilibrium is isomorphic to the exogenous moving model with the parameter a redefined as

a(1 − δλ). The logic behind this is that equation [4.4] implies y = x when C = 0. From [4.13],

this means that n = a(1 − δλ), so the moving rate is independent of the equilibrium moving and

transactions thresholds. Hence only those parameters directly related to the shocks received by

homeowners affect the moving rate. The equilibrium value of y is then determined by replacing x

by y in [4.7] and simplifying to:

v(u)y1−λ

(r + a(1− δλ))(λ− 1)
= y +

F

ξ

This is equation is identical to [4.16] for the exogenous moving model with a(1− δλ) replaced by a.

Therefore, all steady-state predictions of the two models would be the same if C = 0.

5 The boom in housing-market activity: 1995–2004

During the decade of 1995–2004 the housing market underwent a period of booming activity, with

houses selling faster, more houses for sale, and increasing volumes of sales and listings.18 As shown in

Figure 2, there are two interesting stylized facts that emerge during this decade: (i) the percentage

rise in sales volume is double that of the sales rate; and (ii) the stock of houses for sale rose in spite

of the rise in the sales rate.

These two stylized facts pose a challenge to models that focus only on buying and selling decisions.

The problem can be seen from the identity %∆S = %∆s + %∆U . In the data %∆S > %∆s and

%∆U > 0, while in models that focus on the sales margin, the implications of a rise in the sales

rate are %∆S < %∆s and %∆U < 0. This section shows that the key missing element is the rise in

listings because it increases U and contributes to a further rise in S. Thus, the moving decision is

not only important for understanding listings per se, but is also essential for understanding housing

18There was of course a boom in house prices, typically dated as beginning and ending two or three years later
than the period under consideration here.
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market activity as a whole.

There are three features of the economic environment during this decade that interact with

moving decisions so as to generate changes in housing market activity consistent with these stylized

facts. These are the fall in mortgage rates, the increase in productivity growth, and the adoption of

internet technology. Lower mortgage rates lower the opportunity cost of capital and thus lower the

discount rate r in the model. An increase in productivity growth raises income and increases the

demand for housing ξ. Finally, the adoption of internet technology reduces search frictions in making

viewings by distributing information about available houses and their general characteristics more

widely among potential buyers. This improves the efficiency parameter v in the meeting function.

The intuition for why the exogenous moving model fails to account for the patterns of housing

market activity has been sketched above. There now follows a more formal discussion. It was

explained in section 4.4 how the exogenous moving model can be interpreted as a special case of

the general model when the idiosyncratic shock is extremely large, that is, when δ tends to zero.

The exogenous moving model generates a rise in sales volume only if there is a rise in the sales

rate (a decrease in time-to-sell). Using Figure 3, this is equivalent to a rotation anti-clockwise of

the outflow line S(u). It is obvious from [4.16] that there is a range of parameters such that the

transactions threshold y decreases (sales rate increases) when r decreases, or ξ or v increases. Thus

the exogenous moving model can potentially generate an increase in the sales rate and an increase

in sales volume, as observed in the data. However, there is a decline in u, which means the increase

in sales volume is lower in percentage terms than the increase in the sales rate.

In Figure 3, the difference when homeowners can choose whether to move is that the inflow curve

N(u) is no longer fixed. Using Figure 5, which depicts equations [4.4] and [4.7], both a fall in r and

a rise in ξ imply the two curves shift to the right (this is shown in the left panel of Figure 6), while

a rise in v implies the curve representing [4.7] shifts to the right (as shown in the right panel of

Figure 6). In all cases, the moving threshold x increases, and increases proportionately more than

y. Then using [4.13], an increase in x/y leads to an increase in the moving rate n, thus the inflow

curve N(u) rotates clockwise in Figure 3. This reinforces the increase in sales volume and acts as

an opposing force to the fall in the stock of houses for sale caused by the rise in the sales rate.

Take the case of the reduction in r. There are two effects. First, the usual capitalization effect is

present, as can be seen from equation [4.4], so the effect here works in the same way as a reduction

in the transaction cost because it is the implied flow value rC that matters. A lower transaction cost

makes the marginal buyer less picky, which means y falls. On the other hand, the lower transaction

cost makes the marginal homeowners more picky because this makes it cheaper for them to switch to

a potentially better match. Graphically, this is a shift of ‘homebuyer’ curve to the right. The second

effect of lower r works through increasing the value of search by increasing the present discounted

value of a given level of match quality (the right-hand side of equation [4.7]). Therefore, the average

buyer chooses to be pickier (given the outside option, the buyer is indifferent at a higher level of

match quality), as does the marginal homeowner (to justify not moving, the homeowner now needs

to be in a better match). Graphically, the ‘homeowner’ curve shifts to the right. The two effects

work in the same direction for the moving threshold, but the opposite direction for the transactions
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threshold. The intuition for the effects of higher demand ξ is similar.

In the case of the higher viewing rate v, the effect is to increase the expected surplus from

searching. This gives rise only to the second effect described above, and hence both marginal

homeowners and homebuyers become pickier. Graphically, the ‘homeowner’ curve shifts to the right

and both thresholds rise.

In all cases, as can be seen from [4.4], the direct effect combined with the rise in the moving

threshold implies an increase in the ratio x/y and thus an increase in the moving rate.

Figure 6: Comparative statics of moving and transaction thresholds

y

x x

y

Homebuyer

Homeowner

Homebuyer

Homeowner

Notes: Left panel, the effects of a fall in r or a rise in ξ; right panel, the effects of a rise in v.

Notice that the effect on the sales rate, and thus on S(u), depends on parameters in both versions

of the model. But the endogenous moving model clearly predicts an increase in the moving rate, thus

the N(u) curve rotates clockwise. This alone generates an increase in sales volume and an increase

in the stock of house for sale, as observed in the data. Hence, independently of what happens to the

sales rate, the endogenous moving model improves on the exogenous moving model for both stylized

facts owing to its prediction of an increasing moving rate.

6 Housing market dynamics

This section studies the transitional dynamics of the model. It turns out that the dynamics of

a model with an endogenous moving decision are richer than a (otherwise identical) model with

exogenous moving.

The dynamics of the model are obtained by simulating a discrete-time version. Time is indexed by

t, and families make decisions at discrete time intervals τ . The key Bellman equations in continuous

time can be converted to discrete time by deriving the probability of an event within a period of

time of length τ given the Poisson arrival rates. More specifically, the probability of a viewing is
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v (u) = 1 − e−v(u)τ and α = e−aτ is the probability that no idiosyncratic shock is received. The

Bellman equations in discrete time are

Wt = βWt+τ − τF + v (u)

∫
yt

[Ht (ε)−Wt − C] dG (ε) ,

and

Ht (ε) = βHt+τ (ε) + τεξt + βα [max {Ht+τ (δε) ,Wt+τ} −Ht+τ (ε)] .

An exogenous aggregate shock to housing demand ξt is introduced. This is assumed to follow the

stochastic process:

log ξt = ρ log ξt−τ + ηt, where ηt ∼ i.i.d.(0, ς2). [6.1]

The model can be simulated by aggregating individual decisions and log linearizing the equations.

Aggregation is feasible because of the Pareto distribution assumption. Although the model features

an endogenous discrete choice of moving, the aggregate equations are differentiable for aggregate

shocks that satisfy some bound because of two features of the model. First, there is the assumption

that those who do not receive an idiosyncratic shock do not make a moving decision. Since the

distribution of match quality will have been previously truncated, without this assumption, there

would be a kink in average moving rate for such households as a function of the aggregate shocks.

Second, the assumption that idiosyncratic shocks are sufficiently large to cause marginal new matches

to separate ensures that the moving threshold is always to the right of the previous truncation point

for the distribution of match quality among those homeowners who have received a shock. These

points are illustrated in Figure 7 below.

Figure 7: Differentiability and idiosyncratic shocks

ε

No idiosyncratic shock

xt−1 xt−1
ε

Density Density
Large idiosyncratic shock

(‘kink’) (‘no kink’)

Range of xt values due to aggregate shock

For the purposes of simulating the model, the following parameters are chosen (time units are

annual). The discount rate r is set to 7%; the arrival rate of shocks is 0.131%, the shock size

(match quality depreciation) is δ = 0.862; the parameter of the Pareto distribution for new match
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quality is λ = 13; the arrival rate of viewings is v = 22.8; the transaction cost is 0.565; and the flow

search cost is F = 0.141. These parameters can be shown to match data on average time-to-sell,

viewings-per-sale, and the average time owners have spent in their current house.

6.1 Dynamics under a constant returns meeting function

Figure 8 below shows the effects of a (persistent) shock to aggregate housing demand. There is

overshooting in listings, though this is partially masked by the persistence of the exogeneous shock

itself. The reason for the overshooting is that endogenous moving means those who move are not

a random sample of homeowners. When moving occurs, there is ‘cleansing’ of the match quality

distribution because those who move are at the bottom of that distribution. Consequently, an

increase in moving means more cleansing, so the average of the future match quality distribution

improves. Hence there is less cleansing in the future, all else equal, until the distribution gradually

converges back to the stationary distribution. This provides the explanation for the overshooting

observed in the simulations.

Figure 8: Dynamics with constant returns meeting function
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6.2 Dynamics under an increasing returns meeting function

The key objective here is to demonstrate the potentially interesting dynamics predicted by the

endogenous moving decision. The assumption of a CRS meeting function is relaxed to allow the

viewing rate to depends on the stock of houses for sale u through

v (u) = µuθ−1. [6.2]

If θ = 1, the meeting function features constant return-to-scale while it has increasing return-to-scale

if θ > 1. The viewing rate in [6.2] follows from a Cobb-Douglas meeting function V(u, b) = µuθubθb ,

in which case θ = θu + θb. Introducing increasing return to scale generates endogenous changes in

the incentive to exercise the option of moving through endogenous changes in the viewing rate over

time.

The effects of the housing demand shock when θ = 2 are shown in Figure 9 below. In the CRS

case (θ = 1), the only time variation in the incentive to move came from the exogenous shock.

Here, with θ > 1, the incentive to move also depends on housing-market conditions through the

number of houses currently for sale, which itself varies over time. This introduces a form of strategic

complementarity: homeowners have an incentive to move at the same time as other homeowners.

This interacts with the overshooting explained earlier and potentially gives rise to oscillations in

response to the aggregate shock.

The source of the oscillations is the following. If a shock leads to more cleansing of the match

quality distribution then homeowners will expect less cleansing in the future. But given the increas-

ing returns in the meeting function, this leads those homeowners previously close to the threshold

for moving to bring forwards their move. This pre-emption effect can therefore lead to a bunching

of housing-market activity.

7 Conclusions

Since the majority of transactions in the housing market involve moving from one house to another,

it is important to understand what explains the decision to move house. A model that ignores this

decision is likely to have difficulties in explaining the joint behaviour of housing-market variables such

as sales, houses for sale, and listings itself. This paper shows how a tractable model of endogenous

moving can be built. The comparatic statics of the model were used to study the boom in housing

market activity between 1995 and 2004. The model also raises the possibility that housing-market

dynamics can feature overshooting and oscillations.
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Figure 9: Dynamics with increasing returns meeting function

23



References

Albrecht, J., Anderson, A., Smith, E. and Vroman, S. (2007), “Opportunistic matching
in the housing market”, International Economic Review, 48(2):641–664 (May). 5

Caplin, A. and Leahy, J. (2011), “Trading frictions and house price dynamics”, Journal of
Money, Credit and Banking, 43(s2):283–303 (October). 5

Coles, M. G. and Smith, E. (1998), “Marketplaces and matching”, International Economic
Review, 39(1):239–254 (February). 5

D́ıaz, A. and Jerez, B. (2012), “House prices, sales, and time on the market: A search-theoretic
framework”, International Economic Review, forthcoming. 5

Genesove, D. and Han, L. (2012), “Search and matching in the housing market”, Journal of
Urban Economics, 72(1):31–45 (July). 6, 7

Head, A., Lloyd-Ellis, H. and Sun, H. (2012), “Search, liquidity and the dynamics of house
prices and construction”, working paper 1276, Queen’s Economics Department. 5

Jorgenson, D. W., Ho, M. S. and Stiroh, K. (2005), Information Technology and the Amer-
ican Growth Resurgence, MIT Press. 3

Jovanovic, B. (1979), “Job matching and the theory of turnover”, Journal of Political Economy,
87(5):972–990 (October). 10

Krainer, J. (2001), “A theory of liquidity in residential real estate markets”, Journal of Urban
Economics, 49(1):32–53 (January). 5

Mortensen, D. T. and Pissarides, C. A. (1994), “Job creation and job destruction in the
theory of unemployment”, Review of Economic Studies, 61(3):397–415 (July). 5

Ngai, L. R. and Sheedy, K. D. (2013), “The ins and outs of selling houses”, working paper,
London School of Economics. 8

Ngai, L. R. and Tenreyro, S. (2013), “Hot and cold seasons in the housing market”, working
paper, London School of Economics. 5

Novy-Marx, R. (2009), “Hot and cold markets”, Real Estate Economics, 37(1):1–22 (Spring). 5

Piazzesi, M. and Schneider, M. (2009), “Momentum traders in the housing market: Survey
evidence and a search model”, American Economic Review, 99(2):406–411 (May). 5

Pissarides, C. A. (1985), “Short-run equilibrium dynamics of unemployment, vacancies and real
wages”, American Economic Review, 75(4):676–690 (September). 10

Wheaton, W. C. (1990), “Vacancy, search, and prices in a housing market matching model”,
Journal of Political Economy, 98(6):1270–1292 (December). 5

24

http://dx.doi.org/10.1111/j.1468-2354.2007.00440.x
http://dx.doi.org/10.1111/j.1468-2354.2007.00440.x
dx.doi.org/10.1111/j.1538-4616.2011.00436.x
http://www.jstor.org/stable/2527239
http://www.eco.uc3m.es/~andiaz/pdfs/research/diaz_jerez_2012.pdf
http://www.eco.uc3m.es/~andiaz/pdfs/research/diaz_jerez_2012.pdf
http://dx.doi.org/10.1016/j.jue.2012.01.002
http://qed.econ.queensu.ca/working_papers/papers/qed_wp_1276.pdf
http://qed.econ.queensu.ca/working_papers/papers/qed_wp_1276.pdf
http://www.jstor.org/stable/1833078
http://dx.doi.org/10.1006/juec.2000.2180
http://www.jstor.org/stable/2297896
http://www.jstor.org/stable/2297896
http://econ.lse.ac.uk/staff/rngai/Ngai-Tenreyro.pdf
http://dx.doi.org/10.1111/j.1540-6229.2009.00232.x
http://www.jstor.org/stable/25592432
http://www.jstor.org/stable/25592432
http://www.jstor.org/stable/1821347
http://www.jstor.org/stable/1821347
http://www.jstor.org/stable/2937758


A Appendix

A.1 Deriving the expected surplus from a new match

Let ∫
y

[H (ε)−H (y)] dG (ε;u) = [1−G (y;u)] Σ

so Σ = Eε [H (ε)−H (y) | ε > y] is the conditional surplus. Under the Pareto distribution, the
conditional distribution has the same shape parameter but with a new minimum, so

Σ =

∫
y

λ

y

(y
ε

)−λ−1
[H (ε)−H (y)] dε

For any z ≤ y, let

Ψ (z) = Eε [H (ε)−H (z) | ε > z] =

∫
z

λ

z

(z
ε

)−λ−1
[H (ε)−H (z)] dε

Given δy < x, so δz < x, so from [3.5]

(r + a)H (z) = zξ −M + aW

It follows for any ε,

(r + a) [H (ε)−H (z)] = (ε− z) ξ + amax {H (δε)−H (x) , 0}

Thus

Ψ (z) =
ξ

r + a

∫
z

λ

z

(z
ε

)−λ−1
(ε− z) dε+

a

r + a

∫
z

λ

z

(z
ε

)−λ−1
max {H (δε)−H (x) , 0} dε

The first integral is simply the mean of (ε− z) under Pareto(z, λ) , which is z
λ−1 . The second integral

can be broken down into two ranges of below x/δ and above x/δ where the former is zero, so the
second integral is∫

x/δ

λ

z

(z
ε

)−λ−1
[H (δε)−H (x)] dε

=
x

zδ

(
zδ

x

)λ+1 ∫
x

λ

x

(x
ε′

)−λ−1
[H (ε′)−H (x)] dε′ =

(
zδ

x

)λ
Ψ (x)

where the equality follows by change of variable ε′ = δε and rearrange. We have

Ψ (z) =
ξz

(r + a) (λ− 1)
+

a

r + a

(
zδ

x

)λ
Ψ (x)

setting z = x to obtain

Ψ (x) =
ξx

(λ− 1) [r + a (1− δλ)]
and finally

Σ = Ψ (y) =
ξy

(r + a) (λ− 1)
+

a

[r + a (1− δλ)]

(
yδ

x

)λ
ξx

(λ− 1) (r + a)
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and finally

rW = − (F +M) +
vξ

(r + a) (λ− 1)

[
y1−λ +

aδλ

r + a (1− δλ)
x1−λ

]

A.2 Deriving the inflow rate

Given the arrival of shocks follow a Poisson Process, the probability distribution of k is a Poisson
distribution. The probability that a match of vintage i experiences k shocks is

e−ai (ai)k

k!
.

To compute the expected duration for any vintage i, it is important to distinguish two cases: k = 0
and k > 0. The reason is the minimum quality is transactions threshold y if no shock has been
received but it is the moving threshold x if at least one shock happened. So the mean duration of
a match is

Td =

∫ ∞
0

i

 e−aiaPr (δε < x | ε > y) +
∞∑
k=1

e−ai(ai)k

k!
aPr

(
δk+1ε < x | δkε > x

)
Pr
(
δkε > x | ε > y

)  di [A.1]

Under the Pareto distribution, the conditional distributions needed for [A.1] are also of Pareto
distribution with the same shape parameter λ but with a different minimum, so it can be simplified
as

Td =

∫ ∞
0

i

[
e−aia

(
1−

(
δy

x

)λ)
+
∞∑
k=1

e−ai (ai)k

k!
a
(
1− δλ

)(δky
x

)λ]
di

rewrite as

Td =

∫ ∞
0

i

[
e−aia

(
1−

(
δy

x

)λ)
+ a

(
1− δλ

) (y
x

)λ
eai(δ

λ−1)
∞∑
k=1

e−aδ
ki
(
aδki

)k
k!

]
di

Note that
∞∑
k=1

e−aδ
λi
(
aδλi

)k
k!

= 1− e−aδλi

thus using integration by part to obtain

Td =
1

a

{
1−

(
δy

x

)λ
−
(
1− δλ

) (y
x

)λ
+

1

1− δλ
(y
x

)λ}
[A.2]

simplify to obtain [4.12].
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